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Outline

ü Speaker Segmentation and Clustering

ü Summary of recent work
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Why Speaker Segmentation and Clustering

ü Speaker recognition in multiple-speaker scenarios such as in 

conversations and meetings

Á Locate speaker turn changes

Á Discover how many speakers in an audio stream

Á Output clusters corresponding to speakers

Á Speaker adaptation for speech recognition

ü Multimedia databases or file systems

Á Audio indexing via speaker identity

Á Information retrieval
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Meeting Browser
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Speaker Segmentation and Clustering

. . . . . . .
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Performance Measurement
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ü Speaker Diarization Error

Á Standard measurement of the overall performance for speaker 
segmentation and clustering

Á Can be expressed in terms of three errors

¶ Miss rate (Miss): speaker in reference but not in system hypothesis

¶ False alarm rate (FA): speaker in system hypothesis but not in 
reference

¶ Speaker error rate (Spkr): mapped reference speaker is not the 
same as the hypothesized speaker
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BIC based Speaker Clustering
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If DBIC < 0, Stop clustering

For different tasks (meeting, conversation, TV shows etc.), 
task -featured processing is added

Merge?

Z Y

X=Y U Z

Consider whether to two segments into one cluster as a model 
selection problem
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Different Scenarios

ü Different frequency of speaker change and segment durations

Á CTS: Conversational Telephone Speech

Á BN: Broadcast News

Á MT: Meeting
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CTS Data Description

ü NIST Rich Transcription 2003 Spring Evaluation

ü Switchboard database: spontaneous telephony conversations

ü Originally each side of a conversation in a call has a separate 

channel (condition used in RT03s evaluation)

ü Mix two channel to form a single channel two-speaker conversation

ü Dry-run set: 12 calls

ü Evaluation set: 36 calls

ü Data set is well diversified in speaker genders and telephony 

networks (landline and cellular)
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CTS System Description

ü Initial Segmentation

Á Detect highly accurate speech and non-speech segments to bootstrap 

the generation of GMM models for speech and non-speech 

ü GMMs generation

Á Build GMMs for speech and non-speech

Á 32 Gaussian mixtures and diagonal covariance matrix

ü Segmentation with GMMs

Á Classify the not-highly accurate parts 

ü Speaker Segmentation

Á Detect possible speaker changes in long segment
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Speaker Segmentation
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The larger the distance the more possible 
there is a speaker change
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CTS Results

üRT 2003 Evaluation, SWB

Mixed channel task is more difficult than separate channel 

Tele Network Miss FA Spkr Diarization

Landline 4.8 4.4 0.0 9.22

Cellular 4.0 5.3 0.0 9.29

Miss FA Spkr Diarization

Separate 

Channel

Dry Run

Evaluation

4.5

6.5

4.7

4.0

0.0

0.9

9.2

11.4

Mixed Single 

Channel

Dry Run

Evaluation

10.8

15.5

7.0

8.4

0.9

1.4

18.7

26.3

No significant difference between landline and cell phone
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Meeting Data Description

ü Development and evaluation data sets in NIST Rich Transcription 

2004 spring evaluation 

ü Four sites: CMU, ICSI, LDC, NIST

ü Two meetings per site

ü 16KHz, 16bit 

ü Multiple distant microphones
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Dataset

Meeting ID Abbreviation #spkrs #dMic

CMU_20020319-1400 CMU1 6 1

CMU_20020320-1500 CMU2 4 1

ICIS_20010208-1430 ICSI1 7 4

ICSI_20010322-1450 ICSI2 7 4

LDC_20011116-1400 LDC1 3 8

LDC_20011116-1500 LDC2 3 8

NIST_20020214-1148 NIST1 6 7

NIST_20020305-1007 NIST2 7 6

Development Dataset
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Meeting System Overview

1. Initial Speech/Non-speech segmentation
Á Energy based

2. Multiple channel unification

3. Best channel selection

4. Speaker change detection

5. Speaker clustering
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Experimental Results

System Stage Precision Recall

1, Initial Seg. 86.83 11.60

2, Unification 87.74 19.00

4, Change Detection 85.17 76.41

Speaker Segmentation Performance (in %)

ïReference was generated from manual transcripts

ï1 second accuracy window around the reference change 

point

Development Set
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Meeting System Performance

Speaker error most prominent

Including overlapping makes task more difficult

System LIA+CLIPS ISL Macquarie

Excluding overlapping 23.5 28.2 62.0

Including overlapping 37.5 40.2 69.1

Error Development Set Evaluation Set

Including 

Overlapping

Excluding 

Overlapping

Including 

Overlapping

Excluding 

Overlapping

Miss 8.7 0.0 19.8 0.4

FA 3.3 2.9 2.6 4.1

Spkr 25.1 26.7 17.8 23.4

Diarization 37.1 29.6 40.2 28.2
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Experimental Results

Meeting Miss FA SpkrErr DiaErr #ref #hyp

CMU1 12.6 4.3 30.3 47.12 6 4

CMU2 3.4 5.0 16.3 24.72 4 2

ICSI1 4.7 2.9 35.0 42.62 7 4

ICSI2 9.8 1.1 37.0 47.92 7 3

LDC1 6.2 2.6 9.0 17.78 3 3

LDC2 17.3 1.1 11.0 29.41 3 3

NIST1 7.2 7.1 11.7 26.01 6 2

NIST2 6.5 3.1 49.5 59.04 7 2

Speaker Diarization performance on individual meeting of dev set
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Meeting System Performance
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Speaker Speaking Time Entropy

üSpeaker speaking time entropy for a meeting
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Meeting System Summary

ü MDM system is capable of providing useful speaker information on a 
wide range of meetings

ü MDM system

Á 28.17% speaker diarization error, 2nd in RT-04S evaluation
(23.54% 1st, 62.02% 3rd) 

Á 44.5% word error rate 
(ICSI 47.1% 10x, PANASONIC 60.4% 1x)

ü Future work: 

Á explore more efficient way to use the information provided by multiple 
channel recordings

Á Other knowledge source
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Music, Singing

Main reason of toughness : music, speech over music

cctv4_news3_cmn_20060215_075801_19
Manual

29.67

HMM

34.26

CMU

32.66

BN

Fail to detect music hurts a lot in this show
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Audio Segmentation

ü Four classes: Speech, Silence, Noise, Music

Á One GMM per class (with 64 Gaussians each)

Á 13-dim MFCCs, Delta, DeltaDelta

Á Trained on 3 hours manually annotated  HUB4 data

(English Broadcast News)

ü Successfully applied in GALE evals 2006-2008

Á Reasonable gap between manual and auto for BN

Á BC performance worse than BN (turn changes, speaking style)

Chinese, CER Dev07

Manual Auto

Eval07 unseq

Manual     Auto

BN 7.3% 7.7% 5.3% 6.0%

BC 18.0% 19.5% 24.1% 25.7%

ALL 13.3% 14.4% 13.5% 14.5%
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Speaker Clustering

ü Hierarchical, agglomerative clustering technique with BIC stopping 

criteria 

Á Train a tied GMM (TGMM) on the whole speech segments

Á Train a GMM for each cluster via adapting on the TGMM

Á Each segment is considered as a cluster at the initial step

Á Generalized Likelihood Ratio (GLR) is used as distance between two 

clusters

Á Two closest clusters are merged at each step

Á Stop merging while BIC criteria is satisfied

ü Task specific feature: clustering across snippets on the same show

CER on Mannual vs. Automatic speaker clustering

Human QClustering

Dev2007: BN shows 9.8 9.8

Dev2007: BC shows 21.5 21.6
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frequent turn change, back-channel 

speech 

Main reason: speech style, domain

phoenix_behindhl_cmn_20060209_052800_09
Manual

45.80

HMM

48.19

CMU

47.72

BC
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Experimental Results

üThe data (20 shows in French) consists of 11 

news reports, 4 TV shows and 5 interviews.

üvery frequent speaker changes and very short 

speaker segments.

Method
Missed 
Speaker

False Alarm 
Speaker

Speaker 
Error

Overall Error

Automatic
Segmentation

1.4% 3.3% 30.3% 34.98%

Reference
Segmentation

0.0% 0.0% 14.07% 14.07%
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HMM Segmenter

Speaker Change Detection

BIC Clustering

Baseline

Speaker Models

Chop into small segments

BIC Clustering

SID indexing

Segments merge based 

on index

Interactive Speaker Segmentation and Clustering

DER: 34.98% Ą 19.30%
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Impact on Speech Recognition

Each step in our speaker segmentation and clustering system can 

provide helpful information for Rich Transcription
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Impact on Speech recognition

ü 1% - 2.2% absolute performance loss compared to manual 

segmentation

ü Speaker segmentation and clustering plays a vital role in improving 

the performance of adaptation

Acoustic Models Manual Seg MDM Seg

PLAIN 53.4 54.4

SAT/CAT 46.6 48.5

SAT/CAT+VTLN 43.3 45.5

Multi pass CNC 42.8 45.0

WER on manual segmentation vs. automatic segmentation 
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Contributions in ASR System
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Evaluation Works

ü RT03 Telephone Conversational Speech Recognition Evaluation

ü RT04S Meeting Recognition Evaluation

ü RT04F BN Mandarin Speech Recognition Evaluation

ü GALE Evaluation, TC-STAR Evaluation

Dev. set NO LID With LID

Rt03 5.9% 5.2%

Dev04 18.4% 16.6%
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the same speaker in studio and on 

field

Turn miss

Speech on 

field

cctv4_dailynews_cmn_20060208_145800_16
Manual

31.07

HMM

30.51

CMU

29.76

Auto clustering put them in 

different cluster actually helps

BN
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Speaker Recognition Tasks

?

?

?

Identification

??

Verification/Detection

Segmentation and Clustering

Whose voice is it?

Is it Sallyõs voice?

Tim
Will

Where are the speaker changes? ðSpeaker Segmentation

Which segments are from the same speaker? ðSpeaker Clustering
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Modeling and Scoring

Feature 
Extraction

X={x1,é,xN}

Frame

Likelihood

Segment

Likelihood

Frame

Likelihood

Segment

Likelihood

Decision

.

.

.

Models of 
Speaker 1

Models of 
Speaker S

LL(xi|Ū
1)

s*=argmaxkLL(X|Ūk)

LL(X|Ū1)=sum

{LL(xi|Ū
1)}

é

LL(xi|Ū
1,D1) LL(xi|Ū

1,D2) LL(xi|Ū
1,Dm)

Models of speaker 1 under 

different distortion conditions

Models: GMMs

Scores: Likelihood
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Frame-based Score Competition

Feature 
Extraction

X={x1,é,xN}

Frame

Likelihood

Segment

Likelihood

Decision

.

.

.

Models of 
Speaker 1

LL(xi|Ū
1)

LL(X|Ū1)=sum

{LL(xi|Ū
1)}

Max

LL(xi|Ū
1)=maxk{LL(xi|Ū

1,Dk)}

xi
LL(xi|Ū

1,D1)

LL(xi|Ū
1,Dm)

s*=argmaxkLL(X|Ūk)

[Jin, Schultz, Waibel 2007]
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Phonetic SR

Humans use higher level information!

High-level cues 

Low-level cues

Semantics, diction,

Pronunciations,

Idiosyncrasies

Prosodics, rhythm,

speech intonation

volume modulation

Acoustic aspect of 

speech, nasal, deep, 

breathy, rough

Socio-economic status, 

education,

place of birth

Personality type

parental influence

Anatomical structure of 

vocal apparatus

Hierarchy of perceptual cues [Heck 2002, Reynolds 

2002]

Difficult to 

extract

Easy to extract

Hi: [h ai] Hi: [h ei]


